
Data Replication and Recovery with Dell/EMC SnapView 2.0 and MirrorView 

[image: image12.jpg]Dell | Enterprise Systems





Dell White Paper
By Richard Hou, Steve Feibus, Patty Young
Contents
3Executive Summary


4Introduction


8SnapView 2.0


8Snapshot


11Clones


15MirrorView


18Resource Limitation and Dependency


19Selecting the Right Solution


22Conclusions


22Contacts


23Appendix A:  Reference Documents




Figures

4Figure 1: Local Storage Environment


5Figure 2: Revised SAN diagram for Disaster Recovery


9Figure 3: Snapshot Basic Diagram


10Figure 4: Source LUN, Session, and Snapshot Relationship


11Figure 5: Snapshot for File-Level Recovery


12Figure 6: Clone Creation and Access


13Figure 7: Synchronization and Reverse Synchronization


15Figure 8: Central Mirroring for Disaster Recovery


17Figure 9: Using MirrorView for Data Replication


20Figure 10: Decision Tool for Snapshot, Clone, and Mirror




Tables

18Table 1: Resource Limitations for Snapshot, Clone, and Mirror




Section 1

Executive Summary

This paper provides details on the Dell™/EMC® SnapView™ 2.0 and MirrorView™ products: their functionality and associated terminologies. The focus is on operational characteristics. This paper explains what SnapView snapshot, SnapView clone and MirrorView are, how they work, and the benefits they can bring to Dell/EMC Storage Area Network (SAN) environments. This paper also explains the differences between these technologies and how they can be used in a disaster recovery environment to help achieve high availability. Finally, this paper details the additional value in using SnapView and MirrorView to reduce a backup window and remove the processing overhead for data backup from an application server.

Section 2
Introduction


In this paper, we use the example of the Acme Company, which has a typical datacenter environment as shown in Figure 1. In this environment, it has a local datacenter with a Dell/EMC SAN for consolidated, redundant, highly-available storage, and heterogeneous servers sharing the storage and tape library. 
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Figure 1: Local Storage Environment
As a fast growing company with a high dependency on e-infrastructure, Acme had its IT group develop a disaster recovery plan to protect valuable business data. Since it implemented its storage area network (SAN), the company has been enjoying the benefits of high availability on the hardware side with Dell/EMC’s fully redundant storage environment. Features such as online capacity expansion and ease of management help Acme to maintain a high level of control over its data. To prevent failures at the operating system and application level, Acme’s major application is running in a Microsoft Cluster Server (MSCS) cluster environment, and every application server connected into the SAN has two host bus adapter (HBA) cards for redundancy and bandwidth. Acme has a tape library connected into the SAN environment for backup and restore. It has a disaster recovery site that is used as a vault location for the tapes after they have been backed up and verified at the production site. Additionally, Acme has a SAN environment at the remote site for the applications running at that location; this is also acting as the disaster recovery (DR) site for the primary site.  

Currently Acme has four business challenges that need to be addressed: 

1) The RAID storage (logical unit or LUN) for the database is growing faster than anticipated. As the database grows, Acme realizes its backup window will soon exceed the time available for the daily backup.

2) To keep its competitive position in the market, Acme needs to use the production database for development work on the database. Both the development and production teams need access to the production database, which places high demand on the database engine and can slow performance. 

3) To do the online backup and testing of the major application, the overhead will affect the performance of the production servers. The larger the database, the greater the effect on the application server. 

4) The forth issue is the length of time required for disaster recovery (referred to as Time to Recovery – TTR). Larger databases require longer restore times, and the application will be down during the time required for restoration, directly impacting Acme’s ability to service customers. 

To solve these issues, Acme has decided to connect the primary environment SAN with the secondary site SAN as shown in Figure 2, then revise and test its disaster recovery plan to take advantage of new capabilities using the Dell/EMC SAN. By using Dell/EMC Navisphere® SnapView and MirrorView software, Acme can create up to eight local mirrored copies (clones) for testing, plus it can create a plan to cover file level recovery, LUN level recovery, and array level recovery, as well as completing the “online” backup without affecting the production environment.  
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Figure 2: Revised SAN diagram for Disaster Recovery
This paper documents the following features:

· The basic concepts of snapshot, clones, and mirroring

· The differences between these three technologies

· How to use snapshot, clones, and mirroring to remove the online backup overhead 

· How to achieve faster disaster recovery (TTR) with snapshot, clone, and MirrorView software 

· Resource utilization required for the three technologies 

· How to select the right solution for the environment

Section 3

SnapView 2.0

SnapView 2.0 introduced two methods for point-in-time copies: snapshots and clones. SnapView is an add-on software option to create either a virtual point-in-time copy (snapshot) of the original data, or a full copy (clone) of the original data as a business continuance volume (BCV). Currently, SnapView is supported on Dell/EMC FC4700, CX400 and CX600 products as a non-disruptive upgrade. (It is possible to add this software package at any time without disrupting a production environment).

Snapshot

For Acme, the example company proposed in Section 2,  there are two major issues: a too-long backup window and the need for the development engineers to access the production database. Both teams require the resources from the database engine and create overhead on the production environment. SnapView is a perfect solution to these business issues. Using SnapView, users can create a point-in-time snapshot, or (up to eight) multiple snapshots, of a logical unit (LUN) of data storage, which can subsequently be made accessible to other hosts (up to eight). 

In this example, the SAN administrator of Acme can make the snapshot session accessible to a backup host, so that the production host can continue processing without the downtime traditionally associated with backup processes. Acme can also use SnapView to create additional snapshot sessions for use by the development engineers without impacting the data on the production LUN. Figure 3 shows how a snapshot works.
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Figure 3: Snapshot Basic Diagram
Figure 3 illustrates that  a snapshot functions on a cache-and-pointer-based design, where a chunk map table keeps track of chunks (groups of blocks) of data in the state in which they existed at a given point in time. As the first write request to a block is made to the active LUN – called the source LUN – after the session has been started, the chunk to be modified will first be copied to a save area on private LUNs – called the Snapshot Cache – and the chunk map table is updated with the new location of each of these chunks in the Snapshot Cache. This process is referred to as “copy on first write” (COFW).

COFW will only occur when the first write request is made to a block on the Source LUN. This is because once the original block of data (present when the session is started) is safely copied to the Snapshot Cache, any subsequent writes can be made to the Source LUN without losing the original ‘snapshot’ view of the data.   The Source LUN, the Snapshot Cache, and the chunk map table work together to create the virtual Snapshot LUN. The Snapshot LUN must be accessed by a secondary host when the SnapView session is activated.   A Snapshot LUN is a read/write LUN, but any changes made to the Snapshot LUN will not replicate back to the source LUN. When the snapshot is deactivated, any changes made to the virtual Snapshot LUN will disappear.

To understand how the virtual Snapshot LUN works, here are the terms used:

· Source LUN – Active LUN that has the production data 

· SnapView session – A session is the real “point-in-time” chunk map table (can be thought of as the inode table or Fat Table for that LUN). When the session starts, SnapView cache memory will be allocated for the chunk map table (plus physical space in the SnapView cache if Persistence is selected) , and changes based on “copy-on-first-write” will be replicated to the snapshot cache. 

· Snapshot cache – Small private LUNs allocated to each storage processor. Snapshot cache is where SnapView saves modified blocks of data after the SnapView session has been started.

· Snapshot LUN – Virtual device that is assigned to a host and enables access to activated SnapView sessions. 

· Persistence– Persistence is a concept that was introduced in SnapView 2.0. Instead of having a copy of chunk map table simply in memory, the persistence feature can be selected to have a copy of the chunk map copied to the snapshot cache on disk.  With this feature, if the storage processor fails, then the chunk map table is still available. 

Figure 4 shows the relationship between these concepts:
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Figure 4: Source LUN, Session, and Snapshot Relationship
Figure 4 shows that every source LUN can have up to 8 sessions and up to 8 snapshots. Each of the snapshots must be assigned to a different server.  When Acme wants to activate the session for accessibility to a specific server, it can activate the snapshot related to the specific session it wants to use. So a snapshot can be a 1:1 relationship to the server, but the sessions are not, since they can be related to any server, which depends on when Acme activates the snapshot. 

A snapshot is particularly useful for accessing copies of a large database. There may be many different business reasons to replicate a database. The most common one is to produce a backup copy of the database. Performing an online backup of a database can help to shorten the backup window without interrupting production access to the database, but it will create overhead on the production database server, sometimes even requiring that the database be stopped during the backup window. Snapshot allows the database to be replicated instantaneously. The replica can then be used for online backup, as well as the development work, without blocking access to the original database for a sustained period of time.  

Another useful aspect of creating a snapshot is to improve and simplify file-level recovery. As shown in Figure 1, there is a network attached system (NAS) connected to our SAN. By using a snapshot, Acme can not only perform the online backup described above, but also maintain a repository of snapshot sessions across multiple days as shown in Figure 5. If the user wants to access files from the Friday snapshot session, the SAN Administrator can simply activate the Friday session and share that virtual LUN so any user can copy their files back to original LUN for simple file recovery.
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Figure 5: A Snapshot for File-Level Recovery
Referring back to the four problems to address at Acme, it can solve the business problems that affect the development work and backup windows. Based on Figure 3, the Snapshot LUN depends on the original LUN. If the original LUN is damaged or destroyed, but the local Dell/ EMC array is still up and running, it is necessary to rebuild that LUN and recover the data from tape or other backup medium.  The TTR in this case can be measured in hours – depending on the size of the LUN and the speed of the tape technology. For this scenario, a snapshot using pointers (virtual LUN) is not an ideal solution. A better solution involves clones, which were introduced with SnapView2.0. 

Clones

For Acme, there is another issue as mentioned earlier. What happens if the production LUN has been damaged? Obviously snapshot pointers are not the solution since the Snapshot LUN depends on the source LUN. To recover from a corrupted or damaged source LUN, Acme needs either to recover data from tape or disk, which will take time (TTR). 

SnapView clones provide users the ability to create fully populated point-in-time copies of LUNs within a single array that is independent of the source LUN. This clone technique is different than the pointer-based copies of SnapView. Because clones are local mirrors of the source LUNs, they are highly available, and can withstand storage processor failures or source LUN failures, as well as path failures (provided Dell/EMC PowerPath™ or Application Transparent Failover™ is installed and properly configured). Clones, therefore, are treated as Business Continuation Volumes (BCV). Figure 6 shows the how SnapView clones work.
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Figure 6: Clone Creation and Access
Also clone has its own terminologies:

· Source LUN – The LUN that has the production data 

· Clone - A LUN that is an actual copy of a specified source LUN. The state of the clone determines if it is a byte-for-byte copy of its source. A clone is created when it is added to the Clone Group.

· Clone Group - A collection of a source LUN and all of its clones. The purpose of creating a Clone Group is to establish a source LUN that can be cloned at some time.

· Clone Private LUN (CPL) - LUN that records information that identifies modified data chunks made to the source LUN and clone LUN after the clone is fractured. A log in the CPL records this information but no actual data is written to the CPL. This log is a bitmap and reduces the time it takes to synchronize or reverse synchronize a clone and its source.

As shown in Figure 6, each clone LUN needs the exact amount of physical space as the source LUN. First Acme adds the clone into the Clone Group. A clone acts like a local mirror.  While the clone is synchronizing (not accessible to a second host), any host write requests made to the source LUN are copied to the clone. When the clone is 100% synchronized, Acme can fracture the clone – at a point in time – to keep a standalone BCV which is independent of the source LUN. One benefit of using a clone is the ability to choose which direction the re-synchronization following an administrative fracture is to go between source and clone. If Acme needs to recover the data from the clone to the source LUN, Acme can use the reverse synchronization feature while I/O is still going to the source LUN. Additionally – as shown in Figure 6 – clones are available for read and write access when the clone is fractured.  A clone can also be accessed by creating a snapshot, then assigning the snapshot to a second server storage group as long as it is a different storage group than the source LUN.

If clones and snapshots – which are both point-in-time views of a source LUN –are compared, the essential difference between them is that clones are physical copies of their source LUN – with fully populated data in the LUNs – rather than being based on pointers, with copy-on-first-write (COFW) data stored in a separate area. Although it takes time for the initial synchronization of a clone to be fully completed, once the data is copied, it is not affected by the COFW performance penalty since the data is replicated to the clone instead of the chunk being copied to non-volatile memory along with the data. This results in less performance overhead than using snapshots. Additionally, a fractured clone can be used by a server for read/write purposes with no impact on the source LUN.  Re-synchronizing the clone is simple and fast because of the CPL.
 

A clone is commonly used in an environment that needs quick recovery (TTR) or for online backup (since it provides a point-in-time copy that has no impact on the production data). To avoid a 100% re-sync after resume, the clone uses a space in memory called clone private log (CPL) to keep track of the changes during the fractured time for sync in either direction later.  Figure 7 shows the relationship between the source LUN and clone during the synchronization and reverse synchronization.
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Figure 7: Synchronization and Reverse Synchronization
As shown above, when the LUN is being synchronized, the application I/O can still access the source LUN, but no server can access the clone until it is fractured. 

When Acme reverse synchronizes, it recovers the data from the clone to the source LUN.  The source LUN data is overwritten by the clone’s data and the accessibility of the second (lower) server to all clones in that Clone Group is fractured, but the application I/O can still write to the source LUN. Since it is the reverse synchronization, the synchronization to other clones from the source LUN will be fractured. 

Section 4

MirrorView

MirrorView is like a clone, but works between Dell/ EMC arrays, as opposed to within an array.  For our Acme disaster recovery plan, Acme considers a scenario where the primary Dell/EMC array or primary location is no longer viable. This scenario is the basis to develop a plan to recover in a radical situation. Another concern is how to replicate data from the primary location to the secondary location in order for other applications running at the secondary site to have the same business data.  MirrorView is an add-on software option that provides the following features:

· Disaster Recovery with Minimal Overhead

· Bi-directional mirroring between two or more Dell/EMC arrays

· Integration with the SnapView Snapshot LUN copy feature

Figure 8 shows the central Disaster Recovery usage for MirrorView.
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Figure 8: Central Mirroring for Disaster Recovery
MirrorView is array- based software, so the first benefit is that it will not use host I/O or CPU resources. Because it is array-based, it is also heterogeneous and supports all of the operating systems supported on the array. Provision for disaster recovery is the major benefit of MirrorView mirroring. As discussed above, if a disaster happens and cripples the primary site, the MirrorView secondary image can be used to recover data and operations at the disaster recovery site. MirrorView runs on Dell/EMC’s highly available environment. Each storage system has two storage processors. If one storage processor fails, MirrorView running on the other storage processor will take ownership (trespass) of the mirrored LUNs from the failed storage processor. If the host is able to failover I/O to the remaining storage processor (via PowerPath software), then mirroring will continue as normal. The high-availability features of LUN RAID protect against disk failure, and mirrors are resilient to a storage processor failure in the primary or secondary storage system. After the primary site array has been recovered, the data at the secondary site can be synchronized back to the primary site. Although the Mirrored target cannot be assigned to a server directly while it is acting as a mirrored target, SnapView software can take a snapshot of the secondary mirrored LUN and then assign the snapshot to the servers on the secondary site for immediate access, even if the two sites are mirroring. 

The following are terminologies for MirrorView:

· Primary image - The LUN on the production storage system that contains user data and is the source for data copied to the secondary image. 

· Secondary image - A LUN that contains a copy of the primary image LUN. It must be exactly the same size as the primary image.
· Fracture log - A bit map maintained in storage processor memory that indicates which portions of the primary images might differ from the secondary image(s). Fracture log is used to reduce the synchronization process after fractures. Because the bitmap is maintained in storage processor memory, if the storage processor that controls the primary image fails, the fracture log is lost and full synchronization of the secondary image(s) is needed. 
· Write intent log (WIL) - A record of changes that were made to the primary image but have not yet been written to all secondary images. This record is stored in persistent memory on a private LUN reserved for the mirroring software. If the primary storage system fails (not catastrophically), the optional write intent log can be used to quickly synchronize the secondary image(s) when the primary storage system becomes available. This eliminates the need for full synchronization of the secondary images, which can be a lengthy process on very large LUNs.
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Figure 9: Using MirrorView for Data Replication
To provide for disaster recovery, the primary and secondary storage systems should be far apart – but within 10 kilometers and connected via dedicated- redundant pairs of fiber optic cabling. MirrorView helps ensure that data from the primary storage system replicates to the secondary array. The host (if any) connected to the secondary host might sit idle until the primary site fails. With SnapView at the secondary site, the host at the secondary site can take snapshot copies of the mirror images (secondary LUNs) and back them up to other media. This provides time-of-day snapshots of production data with little impact to production host performance.

In addition to being remote versus being local, clone and MirrorView are different in other ways. First, they are used for different recovery scenarios. Clones may be used for fast corruption LUN recovery (TTR), and MirrorView is usually used for array corruption recovery. A clone supports read/write access to both the source and the clone when they are fractured, while MirrorView is only read/write to the source, or to mirror after it has been fractured and a snapshot made, or promoted. 
It is important to note that MirrorView provides a synchronous mirroring solution. This assures users that any write to the primary array is also committed on the secondary array before the host server gets an acknowledgement. Although this is the common implementation on most of the mirroring technologies, this also requires the latency between two storage arrays to be calculated and considered to prevent any performance degradation. Currently MirrorView may run through either fibre channel (FC) using dedicated fiber optic cables or FC over IP using routers and sufficient dedicated bandwidth on an IP WAN. 
Section 5

Resource Limitation and Dependency

When comparing these three technologies (snapshots, clones and mirroring), it becomes apparent that all of them use some array resources (storage processor CPUs and memory), and some disk space. To avoid the overhead of affecting the production environment, each storage array has limitations, such as memory allocation, number of snapshots, clone, mirror, etc. Table 1 shows the limitations for the CX600 and CX400 storage arrays.


[image: image10.emf]Clones Per Storage System 100 maximum*     50 maximum *

ClonesPer Source LUN 8 maximum 8 maximum

Clone Groups Per Storage System 50 maximum 25 maximum

Clone Private LUNs Per Storage System 2 required 2 required

Snapshots Per Storage System 300 maximum 150 maximum

Snapshots Per Source LUN 8 maximum 8 maximum

Snapshot Cache LUNs Per Storage System 100 maximum 50 maximum

Snapshot Sessions Per Source LUN 8 maximum 8 maximum

Snapshot Sessions Per Storage System 100 max concurrent sessions 50 max concurrent sessions

Mirrors Per Source LUN 2 maximum 2 maximum

Mirror LUNs Per Storage System 100 maximum, 50 w/WIL 50 maximum, 25 w/WIL

* Includes source LUN and Primary or Secondary MirrorView™ images

Parameter Maximum Number for a 

CX600 

Maximum Number for a 

CX400


Table 1: Resource Limitations for Snapshot, Clone, and Mirror
In order to support MirrorView or SnapView, Acme must install Access Logix. Access Logix is required to assure that the source and target LUNs are assigned to different servers to prevent LUN corruption. 

Additional dependencies exist between different features of the software products. SnapView can be a good add-on to MirrorView, since hosts cannot access the MirrorView target LUN directly until it is fractured and promoted. It is possible to take a snapshot against the source and target LUN in mirroring, as well as source and target LUN in clone sessions, but not to mirror or clone a snapshot. Also, either cloning a mirrored LUN or mirroring a clone are currently not supported by the software.
To save valuable LUN space, two 128MB LUNs should be used each as a private clone LUN to two storage processors.  For snapshot cache, Dell recommends using many small uniform LUNs since SnapView will dynamically allocate space if one snapshot cache LUN is filled.

Section 6

Selecting the Right Solution

How does Acme select the right solution? Acme has different applications and different business requirements and service level agreements (SLAs).  Snapshots, clones, and mirroring are used for different levels of data protection. A snapshot is more likely to be used in a parallel processing environment, like online backup or file-level recovery to revert the data back to the specific point-in-time when the snapshot was taken. Clones and mirrors are more likely to be used in disaster recovery situations.  Clones are for local LUN recovery, while mirrors are for array or site recovery. Mirrors can also be used to replicate data to multiple sites, and then combined with a snapshot for remote access. Figure 10 shows the decision tool to pick the right solution.
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Figure 10: Decision Tool for Snapshot, Clone, and Mirror
For Acme, the NAS server in the front can use the snapshot to recover the data back to a specific time. The clustered application can have a local clone for the development server, and also mirror to the remote site not only for quick recovery, but also for remote backup. When Acme mirrors the data to the remote site and takes a snapshot for online backup, this removes the overhead from the production environment. The data can then be assigned through snapshots to servers at the remote location for other applications. 

Section 7

Conclusions

Dell/EMC Storage Area Networks provide a very reliable environment for data consolidation. With the optional SnapView and MirrorView software, it is possible to create a comprehensive data recovery plan for different disaster scenarios. With the software features in SnapView and MirrorView, online development work or data mining can be done without affecting the production environment. These features also provide a solution for replicating data to multiple locations as well as maintaining data consistency. 
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� SnapView requires Navisphere® 5.3 or higher management software and Access Logix™ software release 3B or higher. 
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		Parameter		Maximum Number for a CX600		Maximum Number for a CX400

		Clones Per Storage System		100 maximum*		50 maximum *

		ClonesPer Source LUN		8 maximum		8 maximum

		Clone Groups Per Storage System		50 maximum		25 maximum

		Clone Private LUNs Per Storage System		2 required		2 required

		Snapshots Per Storage System		300 maximum		150 maximum

		Snapshots Per Source LUN		8 maximum		8 maximum

		Snapshot Cache LUNs Per Storage System		100 maximum		50 maximum

		Snapshot Sessions Per Source LUN		8 maximum		8 maximum

		Snapshot Sessions Per Storage System		100 max concurrent sessions		50 max concurrent sessions

		Mirrors Per Source LUN		2 maximum		2 maximum

		Mirror LUNs Per Storage System		100 maximum, 50 w/WIL		50 maximum, 25 w/WIL

		* Includes source LUN and Primary or Secondary MirrorView™ images






